Computerizing Audit Studies

by

Joanna N. Lahey
Assistant Professor
The Bush School of Government
Texas A&M University

and

Ryan A. Beasley
Assistant Professor
Department of Engineering Technology and Industrial Distribution
Texas A&M University

Abstract:

This paper briefly discusses the history, benefits, and shortcomings of traditional audit field experiments to study market discrimination. Specifically it identifies template bias and experimenter bias as major concerns in the traditional audit method, and demonstrates through an empirical example that computerization of a resume or correspondence audit can efficiently increase sample size and greatly mitigate these concerns. Finally, it presents a useful meta-tool that future researchers can use to create their own resume audits.

JEL code: C93, C88, J71

I. Benefits of Audit Studies

Field experiments have gained popularity in recent years (Harrison and List 2004 and List 2006 provide reviews). There are several types of field experiments in the Harrison and List (2004) taxonomy, varying from “artefactual field experiments,” which are similar to laboratory experiments but are performed on real agents instead of on students, to “framed field experiments,” performed on real agents but in a controlled
setting that is in a context familiar to these agents, to “natural field experiments,” in which the environment is less controlled and agents do not know they are being studied. This paper briefly discusses one type of “natural field experiment,” the audit study, explains difficulties and benefits of this type of experiment, and provides a new tool to mitigate some of those difficulties.

The audit study, used by urban and labor economists, is one of the earliest versions of the natural field experiment (Riach and Rich 2002 provide a review). Unlike many other field experiments (e.g., Ashraf et al. 2006, Karlan and List 2007, Lucking-Reily 1999, among many others), audit studies developed separately from the experimental economics tradition. The audit study was used to study discrimination as early as 1955 (Yinger 1995). Early studies sent pairs of trained “auditors,” matched in all respects except the variable of interest, usually race, to rent an apartment or to buy a house. Later this method was expanded to explore labor markets and other areas where discrimination could occur, such as flagging down a taxicab (e.g., Fix and Struyk 1993, Ridley et al. 1989).

Correspondence or resume audits, where resumes or letters are sent instead of matched pairs of people, have been popular in Europe (Jowell and Prescott-Clarke 1969, Rich and Riach 1991) and have been used recently in the United States (Bertrand and Mullainathan 2004, Lahey 2008). Although these types of audits can only measure the interviewing stage of the hiring process, they allow the experimenter much more control over the experimental variables. Equally importantly, they allow the experimenter to generate a large number of data points at a much smaller cost than does a traditional audit. Because resume audits allow for large sample sizes, large sample techniques can be used to analyze the data, providing more power and circumventing disagreements over which small sample technique is correct.

Experimental economists might initially feel distaste for the deception involved in this kind of field experiment. However, the impetus for lack of deception in the field of experimental economics is to keep subject pools pure, and to make sure behavior is not changed based on worries about deception. This worry is less of a problem with audit studies (or, indeed, any natural field experiment). Firms never know they are being tested and thus the experimental pool remains pure. Additionally, with academic audit
studies, IRBs generally do not allow firms to be harmed in any way and insist upon conditions such that no individual firm can be identified or found to be discriminatory, so even a firm aware that such a study was going on would have little incentive to change its behavior. Finally, if firms did change their behavior because of fear of such audits, then that behavior would still be a true reflection of the current market. For this reason, large government audits are sometimes suggested as a way to change equilibrium housing or firm behavior (e.g., Charles 2005, Galster 1990).

Researchers may also worry about inconvenience to firms, and may worry that IRBs will not approve this type of study. Contrary to initial fears, in our experience and our knowledge of others’ experience, IRBs generally approve resume audit studies without detailed review so long as no firm or hiring manager can be identified from the final data and the researcher promises not to use these data in a court of law. The reasoning is that the unit of study is the firm, not a human subject. Researchers may still worry about damage to the firm, based on concerns that evaluating false resumes may be time-consuming and costly. Human resource personnel have informed us, however, that the initial decision to pursue a candidate based on a resume generally takes much less than a minute. Additionally, in the job market, many applicants turn down jobs prior to interviews. Considerate researchers can promptly call firms that contact the applicant to inform them that the applicant has accepted a job elsewhere in order to minimize inconvenience to the firm.

Matched resume audit studies are an ingenious solution to the problem of the intensive resources required in creating hand-generated variation in resumes. Carefully thought-through designs have allowed researchers to posit that resumes are comparable and can appropriately be analysed using small sample techniques. However, due to advancements in computing power, this valuable classic technique, the audit study, can now be expanded in both scale and scope. This expansion will allow us to build on the results of existing audit studies and further our understanding of the fundamental issues identified in the audit literature. We introduce a computer program that aids researchers

---

3 A worry might be that most academic audits might occur in one city, Boston, for example, and results from that city are then extrapolated to the entire population. However, researchers generally use more than one city in any study and the choices for these cities vary widely.

4 Further arguments for why IRBs are likely to accept an audit study can be found in Pager (2007).
who wish to do correspondence audits. This program efficiently generates a large number
of dissimilar resumes based on parameters set by the researcher and automates the
resume creation and data-collection process. In this paper, we explain some of the
problems that our program helps mitigate. We include an empirical example that
demonstrates 1) the existence of these problems and 2) how our program can alleviate
them. Finally, we detail how the program works.

II. Drawbacks of Audit Studies

Audit experiments (unlike field experiments in the style of List 2004) do not
measure the actual level of market discrimination against a group. Typically there are
demographic differences in population characteristics between the two groups being
studied. Therefore, a matched pairs audit, in which each matched pair has identical
characteristics by design, can never give the true average treatment effect in the overall
market. Nevertheless, at their best, audits can help identify which individual
characteristics best predict outcomes and which contribute to differential outcomes by
group.

This capability is constrained by the limited number of tester pairs or resume
templates typical of traditional audit studies. We term this problem “template bias.” In
these traditional studies all items are correlated within each template or tester pair with
the exception of the variable of interest. As a result, it is not clear whether the interaction
effect is occurring between group status and one specific characteristic or some
combination of those characteristics. Thus, not only do these studies lack the capacity

---

5 For more discussion, see arguments in Heckman and Siegelman (1993) about heterogeneity across pairs.
6 For a simple example, firms could choose to interview all candidates regardless of age if they had taken a
computer class, and no candidates who had typos in their resumes. Discrimination could still exist if they
preferred younger candidates to older in applicants with no typos and no computer class (or both typos and
a computer class). However, this estimate would be mismeasured if all resumes had either computer
classes or typos. Additionally, it would not be clear what the effects of classes or typos were if these items
were correlated with other characteristics on the resume because of a limited number of templates. For
example, if the resumes with computer classes were also from wealthy neighborhoods and the resumes with
typos were from poor neighborhoods, then the experimenter would be unable to identify the fact that
computer classes and typos, rather than neighborhoods, were driving firm decisions. One could argue that
instead of being interesting in its own right, including any item that interacts with group status is poor
experimental design and that pilot testing should eliminate any of these items. For those who wish to use a
to provide an accurate estimate of the extent of discrimination in the labor market, they also can only predict the outcomes and interaction effects of specific bundles of characteristics rather than of the characteristics themselves. To isolate the predictive effects of individual characteristics and their interactions with group status accurately, a large number of dissimilar resumes (or, less plausibly, testers) must be sent out.

Another potential problem with many audit studies is experimenter bias, a problem that is exacerbated when there are limited numbers of testing pairs or correspondence templates. With a standard pairs audit, there is some concern that, in a blind experiment, the minority applicant may behave differently than the other applicant (for example, as a reaction to discriminatory treatment). If instead trained testers are used, then both testers may unconsciously influence the experiment (Heckman and Siegelman 1993). These concerns are minimized but do not disappear in a correspondence/resume audit as long as humans are responsible for matching templates to jobs, because the human may deviate from random assignment, especially when instructed to tweak resumes to better fit the position (as in Bertrand and Mullainathan 2004).

Unlike a typical matched pairs audit using testers, a resume (or correspondence) audit can be expanded cheaply, easily achieving a large sample size and corresponding statistical power (see Bertrand and Mullainathan 2004 for more detail). It has been standard in the resume audit literature to follow the person-audit literature by using a small number of “pairs” (in this case pairs of templates rather than people) when creating the resumes or cover letters being sent. With a large sample, however, there is no need to impose such a restriction, because there is no need to use small sample audit analysis. As long as a researcher first conducts an appropriate power test to estimate the minimum number of resumes to obtain the necessary power, then large sample characteristic properties apply. With these properties, standard econometric techniques such as OLS or Probit/Logit can be used rather than using traditional audit techniques, which were

---

small “ideal” matched pairs resume template that does not contain these interactions, our program can be used in a pilot study to identify these effects so that they can be eliminated.

A well-designed traditional study could create and match the resumes before any “tweaking” was done. Our program greatly facilitates, even “idiot-proofs,” this step.

Note, we will be referring to “resumes” and “firms” in the remainder of the paper, but the same arguments apply to any sort of paper or electronic correspondence and market being tested.
designed to address the problems associated with the necessarily small scale of person-audits. As part of the proper application of OLS or Probit/Logit techniques to large samples of matched pairs, the standard errors of the results should be clustered by pair. Clustering at the firm level should be used if multiple resumes are sent to the same firm.

Within a resume audit, the problems of “template bias” and experimenter bias can be greatly mitigated with the use of a computer-generated program that creates and matches resumes or other correspondence. Via this program, the researcher can provide a databank of items to randomize, such as employment history items, volunteer work, statements such as “I am flexible,” and many others. When randomly combined, every part of the resume becomes a potential control variable that can be interacted with the variable of interest, independently from other variables. Again, this technique will not measure the true extent of discrimination in a market, but it can show the existence of discrimination by group of interest, as well as showing which factors predict outcomes, either by themselves or in interaction with group status.9

Using the computer program, the experimenter chooses which job to apply for, and the program puts together the different aspects of each resume, including the indicator of group membership, reducing and perhaps even eliminating the threat or appearance of experimenter bias.10 A final benefit to computerization is that the program that creates the resumes can also record the characteristics of the resumes, and even the date, automatically creating the database that will later be used for analysis. The experimenter need only record by hand the response that the resumes get (such as an offer of an interview) and any characteristics outside of the resume (such as firm location).

III. Empirical Examples

Classic Paired-Resume Audit Approach

9 It is true that the output is still only as good as the inputs; instead of having a limited number of templates, the researcher is responsible for inputting a database of items for the resume program to choose from. However, our methodology provides the experimenter with significantly more control over the ability to measure the effects of these inputs individually. We do not claim that an audit study can ever measure the true percentage of differential treatment in the labor market, but only that represented by the cross-section of correspondence tested.

10 If multiple resumes are sent to the same firm, a simple coin-flip, die toss, or random number generator can determine the order in which resumes are sent, further reducing experimenter bias.
To illustrate some of the problems with the traditional audit approach which relies on a limited number of templates, we have simulated a smaller matched pairs audit using a small subset of the data from a large randomized resume audit that investigated the effects of age on interview outcomes for entry-level jobs (Lahey 2008). We then show that the extent, and even existence, of discrimination varies based on the template chosen. Finally, we demonstrate how our methodology allows us to examine a much richer set of outcomes than solely existence of discrimination, including determinants of discrimination. Our smaller dataset matches 35-year-olds with 62-year-olds and sends resumes to firms in Boston, MA. In addition, to imitate the use of a limited number of templates, we chose 3 items on the resumes—whether it contained a statement of flexibility, experience volunteering, and a work history longer than 5 years—which we will consider “observables.” We used these three binary characteristics to partition the resumes into 8 pseudo-templates, ending up with a total of 464 observations.

Using the entire set of 8 templates allows all possible combinations of the three variables to be sent out and tested, and thus allows for estimation procedures on the effects of each variable. However, standard person-audits and resume audits only send out a very limited number of tester pairs or templates, despite the fact that the testers and resumes possess a large number of diverse characteristics. Because firms may treat candidates differentially depending on these characteristics, estimates of overall discrimination can vary greatly based on which characteristics are chosen to represent the sample (Heckman and Siegelman 1993 provide further discussion). To approximate this

---

11 This is a large difference in age, and was chosen from several age levels in the larger audit to maximize the results in this sample. A number of original methods of controlling for and separating the effects of experience from age were used in this study and are detailed in Lahey (2008).

12 Other variables can be considered unobservables in this setting. These unobservables are not exactly analogous to unobservables in a paired testers audit, because in this study the unobservables are orthogonal to the observables and are orthogonal to each other by design. Relative to the estimation bias demonstrated in this example, therefore, bias in traditional audit studies may be exacerbated since items within templates are correlated. (Note, however, that the computer program presented in this paper allows the user to correlate items with some probability if the experimenter desires correlation between items.)

13 Because the templates were created randomly in Lahey (2007), there are more observations of some templates than of others. In order to create an example with the same number of observations of each template in the two sets of four templates, we randomly dropped the necessary number of observations of each of the more common templates for each pair. Note that depending on your small-sample econometric persuasion, there are really only 6 or 11 observations with variation presented in Table 1. However, this size is consistent with many matched tester audits using small samples; the sign test and t-test still hold.

14 The largest number of separate templates we have seen prior to Lahey (2008) is eight (Bertrand and Mullainathan 2004).
limitation, we separated the 8 templates into two sets of 4. Then, as an illustration of the potential sensitivity of audit results to the particular templates chosen, we analyzed each set of 4 separately and compared our findings.

Table 1 provides estimates for differences in interview requests for these two sets of paired resumes for older and younger applicants. We use small sample audit analysis methods of the sign test (e.g., Heckman and Siegelman 1993) and paired-difference-of-means t-test (e.g., Yinger 1986) to estimate whether younger applicants are more likely to be called back for an interview than are older applicants. Results are strikingly different depending on which set of templates is used. Analysis of Set 1 suggests that younger applicants are statistically significantly more likely to be called than are older applicants with a t-test at the 3% level, and at the 6% level using the more restrictive sign test. Analysis of Set 2, on the other hand, identifies no statistical difference between older and younger applicants. Analysis of the entire sample using all eight templates shows younger applicants more likely to be called at the 5% level using the t-test and at the 10% level with the more restrictive sign test.

**Updated Large-Scale Randomized Resume Audit Approach**

As this simulation illustrates, using a limited number of templates (or testers) can strongly bias estimates of discrimination because of unmeasurable interactions between the resume characteristics and the characteristic of interest. Moreover, the bias cannot be signed—depending on the template, results may be biased towards either finding or rejecting discrimination. In addition, when resume characteristics are correlated with each other, for example because there is not a full set of permutations, a traditional audit study cannot be used to determine how these characteristics interact with the variable of interest.

By contrast, the benefits of using a computer generator to create hundreds of various resumes can be illustrated using a larger subset of the observations collected in Lahey 2008. Because computerization allows the experimenter to randomize characteristics across thousands of resumes, standard large sample analyses apply and there is room for interactions of characteristics with group status to be tested. In the following example, we test whether including the statement “I am flexible” on a resume
has different effects on the interview probabilities of younger versus older job applicants. We conduct this test by running marginal probit regressions of the following form:

\[
Interview = \beta_1 \text{Older} + X\beta_2 + \varepsilon
\]  
(1)

\[
Interview = \beta_1 \text{Older} + \beta_2 \text{Older} \ast \text{Flexible} + \beta_3 \text{Flexible} + X\beta_4 + \varepsilon
\]  
(2)

where \(Interview\) is an indicator variable describing whether the applicant was asked to an interview, \(Older\) is an indicator of whether the applicant is over the age of 50, \(Flexible\) is an indicator describing whether the applicant’s resume says “I am flexible” or “I am willing to embrace change,” and \(X\) is a vector of resume and other characteristics.

The dataset analyzed in Table 2 contains paired resumes from several ages sent to firms in Boston, MA. Columns (1) and (2) use a subset of the data, specifically only the matched pairs of 35 year olds and 62 year olds, in order to provide a parallel with audit studies that use binary variables such as black/white or male/female. Column (1) provides the results of a marginal probit regression of a binary “older” variable (where 62 is older) on interview responses; moving from age 35 to age 62 has a negative effect, -0.024, on getting an interview, but that effect is not statistically significant at conventional levels. Column (2) shows the importance of adjusting the standard errors to address the non-independence of errors within firms; the 2.4% decrease in the probability of getting an interview becomes statistically significant at the 5% level with clustering of standard errors at the firm level.

However, unlike the case with a standard matched pairs audit, with this methodology we do not need to restrict our analysis to pairs of 35 and 62 year olds. In column (3), where we add all observations of intermediate ages to the universe and dichotomize older as age 50 or over, we find a decrease of 1.6% in the probability of an interview for those over 50 compared to those under 50 (significant at the 1% level). Alternatively, age could be examined as a continuous variable or entered as a set of separate age dummies (results on those regressions are available in Lahey 2008).

With the larger sample size created by including all ages, and with the full set of randomized characteristics on each resume recorded by the resume-creation program, controls can be added easily, as in column (4). In the case of this example, the signs on controls are as expected, and having had vocational training or having done volunteer
work have positive effects on the probability of an interview that are marginally statistically significant. These results again emphasize the possibility that which templates are used may help determine the number of responses received.

The last column of Table 2 investigates whether there are interaction effects between age and other resume characteristics; it estimates equation (2) to test whether the effect of a control on the probability of interview varies by age. A significant coefficient on the interaction between group membership and a resume characteristic implies that templates that include that characteristic will tend to turn up more evidence of discrimination than will resumes that do not include that characteristic. As shown in column (5), putting down that one is flexible or “willing to embrace change” is shown to decrease the probability of interview for older workers relative to younger workers. Thus, a resume audit in which the template includes this statement will be more likely to conclude that there is age discrimination in interviewing than will an otherwise similar audit in which the template does not include this statement.

In addition, such investigations of interaction effects may be important for understanding how discrimination takes place. For example, the discovery that “I am flexible” hurts older workers may be particularly important to groups interested in combating age discrimination.

IV. The Program

To assist in creating a large number of resumes with a diverse set of experimenter-defined characteristics, we have created a new computer program. This program comes in two parts. The first is a web-based meta-program that will allow an experimenter to define and input the general characteristics of the resume or correspondence template. In this part, the researcher decides on the outline of the

---

15 One potential explanation for this counter-intuitive finding is that the AARP recommends that these statements be put on a resume, so having such cheap talk statements is another signal that the worker is older.

16 Available from the authors by request or at http://www.nber.org/data/ (under “Other”). The web program creates .rtf files which can be opened from resume-randomizer-framemaster.exe, which then creates .doc resumes, .sav information files, and .txt tab delimited data. After all resumes in a session have been created, filegather.exe collects data information from .txt files into a tab delimited .dat file which can be opened in a spreadsheet program. To access it offsite, unzip resume-randomizer.zip and double-click on
resume and the probabilities that items will be represented in a resume. For an example, in a race resume audit, a researcher could determine at this stage that all resumes would contain the name of the applicant as a category (100% chance of being present) and 3 sets of work histories, each with a 75% chance of being present. The researcher could also determine the set of work histories to choose from, and, if using a matched pairs audit, set pairs of work histories such that each had equivalent but different characteristics (e.g., the same or similar job title at different companies).

The second part of the program, the “resume-generator,” is created from this web-based meta-program and uses the experimenter-defined template to generate and record resume information. Once the resume outline has been created via the web-program, the command-line resume generator can be run any number of times to generate resumes according to the outline and databank created in the first part of the program. Each time the second program is run, the experimenter can instruct it to generate any number of resumes, either matched or not matched. The resume-generator uses the probabilities assigned to each resume item in the outline to determine whether those items are represented when it is run. Along with each resume, the generator creates a space-delimited record of the random choices made in the creation of that resume, sufficient for exact re-creation of that resume. A companion program, filegather.exe, collects these data outputs into an Excel-readable dataset.

The program also contains more advanced features. For example, it also allows for parameters to be associated with each other; the researcher can specify that someone applying for a truck driving position also have a randomly chosen truck driving school and truck driving experience on the resume, but a waitress applicant would not. A repetition feature allows the researcher to designate that a set of resume items, such as job

---

17 As in the earlier discussion, we discuss the use of the program for creating resumes, but the program is general enough to be used for other text randomization tasks such as creating cover letters.

18 The program has the capacity to create triplets, quadruplets, etc. of resumes; we prefer single resumes for large sample analysis, but this preference is dependent on the study being done so we do not limit the scope of this program.
histories, be repeated a specified number of times, allowing the creation of a multi-item work history from a single set of work history items (and merging job experience listings when the same experience item is randomly selected multiples times in a row).

Furthermore, when creating a matched pair of resumes, the program can be adjusted to make sure the matched resumes always include the same resume item as in the other resume, always include a different item, or include items independently. The program is provided with an example resume-generator demonstrating different possibilities.

V. Conclusion

Randomized computer generation of resumes improves on previous resume audits by allowing the creation of many distinct templates at a low cost to researchers. This technological innovation allows variation in and measurement of the effects of many resume characteristics, producing thousands of distinct resumes and allowing analysis of the resulting data in a multivariate regression framework. By contrast, matched paired audits have a limited number of observations and templates, requiring controversial small sample econometric analysis, and making it difficult to test for interactions between the tested characteristic (e.g., race or gender) and other applicant or job attributes. The ability to easily create thousands of distinct resumes and to cheaply collect data on dozens of resume characteristics greatly expands the scale and scope of the correspondence audit technology.
Works Cited


Problem: Traditional template analyses lead to inconsistent conclusions

Table 1

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
<th>(5)</th>
<th>(6)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Both</td>
<td>Neither</td>
<td>Only Younger</td>
<td>Only Older</td>
<td>sign test*</td>
<td>t-test**</td>
</tr>
<tr>
<td>template 1</td>
<td>(1) 2.9%</td>
<td>(33) 94.3%</td>
<td>(1) 2.9%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 2</td>
<td>(0) 0%</td>
<td>(43) 97.7%</td>
<td>(1) 2.3%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 3</td>
<td>(0) 0%</td>
<td>(16) 100%</td>
<td>(0) 0%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 4</td>
<td>(1) 4.8%</td>
<td>(18) 85.7%</td>
<td>(2) 9.5%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>set 1</td>
<td>(2) 1.7%</td>
<td>(110) 94.8%</td>
<td>(4) 3.5%</td>
<td>(0) 0%</td>
<td>0.0625</td>
<td>-0.0345</td>
</tr>
<tr>
<td>template 5</td>
<td>(2) 5.7%</td>
<td>(33) 94.3%</td>
<td>(0) 0%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 6</td>
<td>(1) 2.3%</td>
<td>(43) 97.7%</td>
<td>(0) 0%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 7</td>
<td>(0) 0%</td>
<td>(16) 100%</td>
<td>(0) 0%</td>
<td>(0) 0%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>template 8</td>
<td>(0) 0%</td>
<td>(19) 90.5%</td>
<td>(1) 4.8%</td>
<td>(1) 4.8%</td>
<td></td>
<td></td>
</tr>
<tr>
<td>set 2</td>
<td>(3) 2.6%</td>
<td>(111) 95.7%</td>
<td>(1) 0.9%</td>
<td>(1) 0.9%</td>
<td>0.7500</td>
<td>-0.0122</td>
</tr>
<tr>
<td>total</td>
<td>(5) 2.2%</td>
<td>(221) 95.3%</td>
<td>(5) 2.2%</td>
<td>(1) 0.4%</td>
<td>0.1094</td>
<td>-0.0172</td>
</tr>
</tbody>
</table>

Note: Columns (1) through (4) give percentages for pairs in each template where both older and younger, neither, only younger, and only older resumes received interview requests; figures in parentheses are the relevant number of audits. Set 1 includes templates 1-4, Set 2 includes templates 5-8. Templates are formed from the different possible combinations of the binary characteristics of flexibility, volunteering, 5+ year work history. Set 1 finds evidence of discrimination (marginal in the case of the sign-test), Set 2 does not find such evidence.

*p-value of one-tailed binomial that younger are more likely to be interviewed than older  ** coefficient and p-value of a one-tailed t-test that younger are more likely to be interviewed than older
**Table 2**

*Solution: Expand models using computerization and large sample techniques*

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
<th>(5)</th>
</tr>
</thead>
<tbody>
<tr>
<td>older=50+</td>
<td>-0.024</td>
<td>-0.024</td>
<td>-0.016</td>
<td>-0.016</td>
<td>-0.006</td>
</tr>
<tr>
<td></td>
<td>(0.017)</td>
<td>(0.011)*</td>
<td>(0.006)**</td>
<td>(0.005)**</td>
<td>(0.006)</td>
</tr>
<tr>
<td>flexible*older</td>
<td></td>
<td>-0.017</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td>(0.008)*</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>flexible</td>
<td>-0.001</td>
<td>0.009</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.009)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>gap in work history</td>
<td>-0.002</td>
<td>-0.002</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.007)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>vocational training</td>
<td>0.033</td>
<td>0.033</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.018)+</td>
<td>(0.018)+</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>relevant computer class</td>
<td>0.010</td>
<td>0.010</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.008)</td>
<td>(0.008)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>volunteer work</td>
<td>0.013</td>
<td>0.013</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)+</td>
<td>(0.007)+</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>sports</td>
<td>-0.005</td>
<td>-0.005</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.007)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>already has insurance</td>
<td>0.009</td>
<td>0.009</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.007)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>attendance award</td>
<td>0.005</td>
<td>0.005</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.007)</td>
<td>(0.007)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Observations</td>
<td>490</td>
<td>490</td>
<td>4229</td>
<td>4229</td>
<td>4229</td>
</tr>
<tr>
<td>cluster?</td>
<td>no</td>
<td>yes</td>
<td>yes</td>
<td>yes</td>
<td>yes</td>
</tr>
<tr>
<td>controls?</td>
<td>no</td>
<td>no</td>
<td>no</td>
<td>yes</td>
<td>yes</td>
</tr>
</tbody>
</table>

Note: The universe for columns (1) and (2) is the set of paired resumes for 35 and 62 year olds. Columns (3)-(5) include resumes for applicants aged 35, 45, 50, 55, and 62. Additional controls include years in the labor force and years in the labor force squared, and occupational dummies for professional, education, health, manager, sales, craftsman, operative, service, and laborer dummies. Standard errors in parentheses. Standard errors clustered on firm when noted. + significant at 10%; * significant at 5%; ** significant at 1%.